
In the current era of digitization, as children 
and teenagers become increasingly tech savvy, 
the threat of child abuse, exploitation and 
victimization on smart-phone applications has 
increased significantly.
Parents around the world are faced with the 
challenging task of determining the safety of 
their children on digital platforms. In light of 
recent developments, it is imperative to be 
able to determine whether a smart-phone 
application is safe for children.

Motivation

With our partner, the UMass Rescue Lab, we 
aimed to conceptualize a tool for assisting 
parents in protecting their children from 
technology-driven exploitation. 
The idea is that parents are presented with 
reviews and visualizations that effectively 
communicate which apps pose a danger to 
children.

Goal

Metric Score

 Precision 0.80

 F-1 Score 0.77

 Mean NDCG 0.91

 Mean Average Precision 0.91

This game is awesome but the fact that 
you added the roles ‘Masochist, Sadist, 
Master and pet’ is kind of disturbing and 
you are giving us an opportunity to 
create inappropriate content.

Owing to the sensitive nature of the problem and 
possible retaliation from the developers, special 
emphasis was laid on reducing false positives. To 
further validate model’s prediction, two major 
information retrieval metrics on classified reviews 
grouped by individual applications are computed.

● Normalized Discounted Cumulative Gain: It’s 
a measure of relevance that assigns higher 
penalty (discount) to less dangerous reviews 
that appear in the top results for an application. 
The score lies between 0 and 1. A high value 
implies that the model is assigning high scores 
to the dangerous (positive) class, a very 
promising result. 

● Mean Average Precision: It is a calculated as 
the weighted mean of precisions at each 
threshold where the weight is the increase in 
recall from the prior threshold. The score lies 
between 0 and 1. 

The Rescue Lab provided a collection of 7218 
reviews manually annotated as dangerous or not. 
The baseline model, RoBERTa (a text classification 
transformer architecture), achieved the following 
performance on the held-out test set :
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