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1 Introduction

The Center for Digital Resilience, CDR, is an inter-
national community organization which provides
cybersecurity assistance to non-governmental or-
ganizations and activists. They help to secure the
work of those fighting in support of human rights
all around the world. As a part of this mission they
maintain several help desks which assist their part-
ners in responding to security threats. The CDR
team was interested in using this help desk ticket
data, including multilingual free text exchanges,
to determine what kinds of digital attacks most
frequently target their partners and on which plat-
forms they occur. Eventually, they would like to
provide dashboards and data visualizations of this
data to their partners and contribute to the collabo-
rative MISP dataset for sharing threat intelligence.
Ultimately we broke the problem down into two
concrete subproblems: redaction and classification.

2 Problem Description

Redaction is necessary, because the help desk tick-
ets contain lots of free and casual conversation,
including potentially sensitive information, which
could compromise the security of their partners.
Therefore before the tickets are made viewable to
anyone outside of the CDR, all potentially identify-
ing information must be removed. This was a well
defined problem with a straightforward technical
solution. Fixed-format information like emails and
twitter handles can be identified and redacted using
regular expressions. Free-format information like
names of people and organizations need a slightly
beefier approach: we chose to use a transformer
network fine-tuned for named entity recognition.

The classification problem was less well defined
at the outset. CDR hoped to expose some interest-
ing features of their data to help with downstream
analysis of threats, but they didn’t know what fea-
tures could be revealed from their data. Using

their domain knowledge, the CDR team created
a simple taxonomy defining the types of threats
and key platform information. Each ticket could
describe multiple threats and platforms, depending
on what problem the partner is having. For exam-
ple, a vulnerability may lead to both Twitter and
email accounts being compromised. Thus catego-
rizing tickets according to the taxonomy became
a series of binary classification problems for each
threat and platform type. Since CDR did not yet
have ticket data labeled, our goal was to provide
a way for the domain experts to label ticket data,
infrastructure for training and using classification
to label data automatically, and a simple prototype
demonstrating how analysis of labeled data could
be visualized.

3 Solution

3.1 Modeling Approach

At the project outset, the CDR team’s only data
assets were a simple taxonomy and raw text from
help desk ticket message exchanges. Knowing that
annotating data can be time consuming, we chose
to first build naive baseline models as prototypes
for both redaction and classification, then focus ef-
forts on establishing processes for CDR’s domain
experts to annotate documents. CDR will use an-
notated data to re-train, evaluate and deploy mod-
els on their own in the future. This approach fol-
lows the MATTER (Model, Annotate, Train, Test,
Evaluate, Revise) annotation development cycle
(Pustejovsky and Stubbs, 2012), an iterative pro-
cess which acknowledges annotation specifications
may change as new phenomena and information
are discovered during the course of the project.
Through the MATTER cycle, labeled training data
is generated, annotation guidelines become more
well-defined and model behavior is audited, ad-
dressing the challenges posed by the underspecified
nature of the tasks and sensitivity of CDR’s data.



For the classification task, a simple keyword
matching approach serves as the baseline model.
We established a list of trigger terms for each tax-
onomy label. First, HTML tags were removed
from help desk tickets and text was stemmed using
the Krovetz stemmer. Afterwards, if any one of a
label’s trigger terms is present in the ticket, the cor-
responding label is applied. Once these labels are
reviewed by a domain expert to create a gold stan-
dard, cross validation will be used to train binary
classification models with bag of n-grams features
in scikit learn. The resulting model with the best
F1 performance for each label will be selected for
deployment to production.

For the redaction task, we manually labeled
named entities in 200 of the samples from the
CDR’s dataset to evaluate our model. The redac-
tion pipeline contains two major steps: first, all
fixed-format information is removed by applying
a handful of simple regex filters. Second, a BERT
model pre-trained for named entity recognition is
used to compile a list of all names present in the
text, which are then removed. A pretrained model
available from HuggingFace’s transformers pack-
age was used as a baseline. We applied additional
training to supplement the baseline models’ defi-
cient performance on non-english names.

3.2 Engineering Approach

This project also came with a unique set of engi-
neering challenges in addition to the data science
problems we addressed. Primarily of note was the
heightened focus on security and portability- the
models should not retain any sensitive information,
and should be able to run in an as-yet undefined
environment. Because CDR did not yet have an
established deployment model as our project be-
gan, we were invited to participate in the team’s
design process. We sketched out a system that took
advantage of several different open source projects:
Elasticsearch + Kibana as a tool for dynamically
interfacing and analysing the data, and Apache Air-
flow as a tool for coordinating the flow of data.

Figure 1: This shows the chosen architecture of the data
flow pipeline, coordinated using Apache Airflow.

3.3 Future Work
Going forward, the CDR team would like to expand
data analysis to include geographic information
about digital attacks and integrate their data with
the MISP platform to participate in information
sharing with the larger threat intelligence commu-
nity. Adding metadata about the country or region
of a digital attack would allow CDR partners to
better prepare to counter the most common threats
in their area. However, establishing the level of
granularity for geographic information can be diffi-
cult. If the geographic region is too large, it adds
little value, but when it’s too specific it can com-
promise the safety of CDR’s partners. Similarly,
special care must be taken with sharing data out-
side of the CDR team in a federated platform such
as MISP. CDR will continue to leverage data to
keep their activist and journalist partners safe in the
digital space, while participating in the collective
information sharing efforts of the digital security
community.

References
James Pustejovsky and Amber Stubbs. 2012. Natural

Language Annotation for Machine Learning: A guide
to corpus-building for applications. ” O’Reilly Me-
dia, Inc.”.

Cynthia Wagner, Alexandre Dulaunoy, Gérard Wagener,
and Andras Iklody. 2016. MISP: The design and
implementation of a collaborative threat intelligence
sharing platform. In Proceedings of the 2016 ACM
on Workshop on Information Sharing and Collabora-
tive Security, pages 49–56.


